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We shift our focus to the following problem setting: given a random variable z ∼ D drawn from the unknown

distribution D, we would like to minimize a function F (w) of the form:

F (w) = E
z∼D

[f(w, z)] (5.1)

F is often referred to as population loss, true loss, population risk, true risk, expected loss or expected risk.

Roughly, learning means to optimize (or obtain an ε close), eq. (5.1) (we will be more exact later on). For

instance, z can be (x, y) ∈ Rn × {−1, 1} with the following function f :

f(w, z) =


1 sign(w · x) 6= y

0 otherwise

(5.2)

This is known as the problem of binary linear classification. Note that this problem is non-convex. Never-

theless it is a fundamental problem which has been extensively studied in Learning theory. More generally,

we can assume that f is as follows

f(w, z) =


1 g(w;x) 6= y

0 otherwise

where g : W × X → {0, 1} is a function that receives a model, and a point x and returns a predicition y.

These types of problem are studied in the context of binary classification. Neural Networks (that perform

binary classification) are a special case of this setting.
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A convex example can be z = (x, y) ∈ Rn × [−1, 1] with f(w, z) = `(w · x, y) where `(·, y) is convex. Some

well known examples:

1. Squared loss: `(w, z) = (w · x− y)2.

2. Log loss: `(w, z) = − log
(

1
1+exp(−yw·x)

)
.

3. Hinge loss: `(w, z) = max{1− yw · x, 0}.

Question 5.1. Can we use the convex optimization methods that we have explored so far (cutting plane

methods or gradient descent schemes) to learn i.e. to minimize F (w) as defined in 5.1?

Because D is unknown we have no access to the zeroth-order oracle or the first-order oracle. In other words,

we do not know the expected value

F (w) = E
z∼D

[f(w, z)]

nor the expected gradient

∇F (w) = E
z∼D

[∇f(w, z)].

Nevertheless we would like to see how and if we can minimize such problems. We will consider the following

assumptions (which we already made in the case of convex optimization):

1. f(w, z) is convex w.r.t w.

2. f(w, z) is L-Lipschitz w.r.t w.

3. w ∈ W and W is bounded by R.

4. f is bounded over W, namely −C ≤ f ≤ C (we will generally assume C = 1, as we can always rescale

the function).

5. We have a zeroth-order oracle for f(·, z), and we have a first-order oracle for f(·, z) for

every z. (as opposed to F )

Sampling: We will also add the following assumption: That there exists an example oracle: in other

words we have a random procedure OD that outputs z ∼ D distributed according to D, and independently of

previously sampled points. Because the function is stochastic, and our access-models is also non-deterministic
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we need to be carefull in what we mean by optimizing the function f . We will work with the following two

definitions:

Definition 5.1 (learning with high probability). Given a function f(w, z) we say that the function is

learnable, with sample complexity m(ε, δ), if there exists an algorithm A such that, for any distribution D

over z, given m ≥ m(ε, δ) samples z1, . . . , zm drawn i.i.d from the distribution D. W.p. at least (1− δ), the

algorithm returns ŵ such that

F (ŵ) ≤ min
w∈W

F (w) + ε.

A function f is said to be learnable if it is learnable with sample complexity m(ε, δ) for some m : (0, 1)2 → N

We will also sometimes be interested with the following variant of learning in expectation:

Definition 5.2 (learning in expectation). Given a function f(w, z) we say that the function is learnable in

expectation, with sample complexity m(ε), if there exists an algorithm A such that, for any distribution D

over z: If S ∼ Dm is a sample of m i.i.d examples z1, . . . , zm such that |S| ≥ m(ε) the algorithm outputs

wS such that

E
S∼Dm

[F (wS)] ≤ min
w∈W

F (w) + ε.

A function f is said to be learnable in expectation if it is learnable in expectation with sample complexity

m(ε) for some m : (0, 1)→ N

Note that the algorithm is independent of D but needs to optimize the function F , for every D.

The sampling procedure adds another notion of complexity for the optimization problem. We now no longer

only care about the computational complexity but also about the sample complexity namely how many

examples we need to observe in order to optimize the problem. So from now on we will want to count the

number of calls to both the first order oracle as well as to the example oracle.

Exercise 5.1. Let f(w, z) be a function that is learnable, show that the problem is also learnable in expec-

tation. Describe the sample complexity in terms of m(ε, δ) and C.

Exercise 5.2. Let f(w, z) be a function that is learnable in expectation, show that the function is learnable.

Provide a sample complexity bound in terms of m(ε) and C
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Hint:

Markov’sinequality

Exercise 5.3 (bonus question). Show that if the function f is learnable in expectation, we can achieve

sample complexity such that for constant ε0 m(ε0, δ) = O(log 1/δ) (in other words the sample complexity is

logarithmic in the confidence).

The empirical risk: A natural approach, since we have no access to F (w), we examine its empirical

average. Namely, given z1, . . . , zm ∼ D i.i.d samples, define: F̂m(w):

F̂m(w) = 1
m

m∑
i=1

f(w, zi)

F̂m is sometimes referred to as the empirical risk or empirical loss.

Note that, under our assumptions, zeroth-order oracle and first-order oracle are available for F̂m(w) and

therefore we can find the empirical minimizer ŵ (up to ε-error)

ŵ = arg min
w∈W

F̂m(w)

This naturally leads to the following notion of generalization error which we will be concrened with in this

lecture: Suppose we find a solution w that is minimal with respect to F̂ . The generalization error of a

parameter w is defined to be:

Generalization Error : F̂m(w)− F (w)

5.1 Point-wise Concentration of the Empirical Risk

As a warm-up problem let us start with a degenerate case: Assume that our search space is a single point.

Namely, W = {0} (without loss of generality the single point is also 0). How many examples are needed so

that

F̂m(w) ≤ F (w) + ε
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Note that there is no question of optimization here, we merely want to know how many examples are needed

in order to estimate the population loss at a single point w. This problem can be also thought as testing:

Suppose someone gave you a parameter vector w, and you now want to verify its population loss. How many

examples are needed, so that its empirical loss will represent its true loss?

Theorem 5.3 (Hoeffding). Let X1, . . . , Xm be i.i.d random variables such that −1 ≤ Xi ≤ 1 and denote

X̄ = 1
m

∑m
i=1 Xi. Then

P
(
|X̄ − E[X]| > ε

)
< 2e−2mε2

Now consider the random variable X = f(w, z) where z ∼ D. This random variable is bounded and has

expected value E[X] = F (w). The sequence Xi = f(w, zi) is indeed an IID sequence of this random variable

hence we obtain

|F̂m(w)− F (w)| =

∣∣∣∣∣ 1
m

m∑
i=1

f(w, zi)− E
z∼D

[f(w, z)]

∣∣∣∣∣
=

∣∣∣∣∣ 1
m

m∑
i=1

Xi − E[X]

∣∣∣∣∣
≤ ε w.p. 1− e−2mε2

Therefore if m = 1
2ε2 log

( 2
δ

)
then with probability of at least 1− δ we obtain |F̂m(w)− F (w)| < ε.

Can we use the above theorem for the general case? In particular, let ŵ be the minimizer of Fm(w). Is it

true, (or does it follow for Hoeffding theorem) that if m = O( log 1/δ
ε2 ) then with probability 1− δ:

|F̂m(ŵ)− F (ŵ)| ≤ ε

The obstacle is that Hoeffding’s theorem requires that f(w.zi) will be i.i.d variables: If ŵ is chosen to

minimize 1
m

∑m
i=1 f(w, zi) therefore, ŵ is dependent of z1, . . . , zm and the random variables f(ŵ, zi) become

dependent. We cannot then use a simple argument such as Hoeffding’s theorem to conclude that a minimizer

of the empirical risk F̂m minimizes F .

Exercise 5.4. Suppose z = (x, y) ∈ Rd+1×R where x is distributed as follows: we choose uniformly a from
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[0, 1/2] a ∼ U [0, 1/2] and then we set x = (1, a, a2, . . . , ad) y = ξ, where ξ ∼ N(0, 1/2) is a Gaussian r.v

(independent of x). Set F (w) = Ez∼D[f(w, z)], where f(w, z) = (w · x− y)2.

1. Show that

min
w∈Rd+1

F (w) = 1/2.

2. Show that if m < d, w.p. 1 we can choose a solution ŵ ∈ Rd+1 such that

F̂m(ŵ) = 0.

3. Conclude that on a sample of size m < d a minimizer of F̂ will have generalization error:

F (ŵ)− F̂ (ŵ) ≥ 1/4.

In particular, when d � log 1/δ
ε2 , a minimizer of F̂m will have generalization error larger than ε, even if

m ≥ log 1/δ
ε2

5.2 Uniform Convergence

We will now discuss what is perhaps the most straightforward technique to obtain a generalization bound,

which is to bound the error over the worst case error over all parameters w: In other words, we would like

to compute the size of the required sample m such that for any w ∈ W one can obtain

∀w ∈ W |F̂m(w)− F (w)| ≤ ε (5.3)

Given a function f(w, z) over w ∈ W, let us say that f has the uniform convergence property (u.c.p) with

sample complexity muc(ε, δ) where muc : (0, 1)2 → N is a function from ε, δ ≥ 0 to the integers, if for any

distribution D over z if S is an i.i.d sample of size m ≥ m(ε, δ) then with probability at least (1−δ), eq. (5.3)

holds.

Theorem 5.4. [Uniform Convergence implies learnability] Let f(w, z) be any function over w ∈ W with the

u.c.p with sample complexity muc(ε, δ).
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If A is an algorithm that, given a sample S, returns wS such that

F̂m(wS) = min
w∈W

F̂m(w) + ε0,

then with probability 1 − δ, given an i.i.d sample S of size m ≥ muc(ε/2, δ) the algorithm A returns with

probability (1− δ), wS such that

F (wS) ≤ min
w∈W

F (w) + ε+ ε0

If the algorithm A returns a solution ŵ such that

F̂m(wS) = min
w∈W

F̂m(w),

we call it an Empirical Risk Minimizer (ERM). If the algorithm A returns a solution such that

F̂m(wS) = min
w∈W

F̂m(w) + ε0,

we call it an (ε0)-approximate Empirical Risk Minimizer.

Proof of theorem 5.4. Because m ≥ muc(ε/2, δ) we have that with probability (1 − δ), for any w ∈ W, in

particular wS :

|F̂m(wS)− F (wS)| ≤ ε/2

and also for the true minimizer w? = arg minw∈W F (w)

|F̂m(w?)− F (w?)| ≤ ε/2
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This implies that with probability (1− δ):

F (wS)− F (w?) = F (wS)− F̂m(wS) + F̂m(wS)− F̂m(w?)︸ ︷︷ ︸
≤ε0

+F̂m(w?)− F (w?)

≤ F (wS)− F̂m(wS)︸ ︷︷ ︸
≤ε/2

+ F̂m(w?)− F (w?)︸ ︷︷ ︸
≤ε/2

+ε0

≤ ε+ ε0
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